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Abstract:  
 
The debate on the nature of collective agency has been at the center of the philosophy of the 
social sciences for the last century. In recent years, philosophy of language has been the dominant 
approach to a debate that has often been reduced to the question of the legitimacy of interpreting 
collective agency on the basis of folk-psychological categories like belief and desire. In this 
article, we argue that the debate between individualists and collectivists is currently stagnating, 
but can be revived by a more empirically sensitive approach to agency. Understanding agents, 
collective or individual, requires an understanding of the mechanisms that bring about and 
maintain agency. Collective agents, we suggest, are legitimate constructs in social ontology, but 
their agency is special. Although they implement control mechanisms similar to that of individual 
agents, they do not have a conscious first-person point of view. Therefore, like individualists, we 
recognize the ontological salience of individual agency, and like collectivists, we recognize the 
soundness of collective agents. However, we reject the folk-psychological account of agency 
(shared by individualists and collectivists) and favor a mechanistic one. 
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1. Introduction 
  

In a review of recent debates in the philosophy of social science, Francesco Guala notes that most 

of the theorizing about social entities such as institutions, groups and organizations (hereafter 

“collectives”) relies mostly on linguistic analysis and intuitions (Guala, forthcoming). For 

instance, if one looks at two recent issues of philosophical journals devoted to collective 

intentionality (Midwest Studies in Philosophy, 30(1) and Journal of Social Philosophy, 38(3)), 

one sees philosophical discussions that revolve mainly around the sense of propositions 

attributing collective agency. The question is not whether collectives, in their normal functioning, 

implement some (e.g., information-processing) mechanisms that justify attributions of collective 

agency. Rather, the disagreement is about issues such as: does the truth of propositions about 

collective intentional states entail the existence of collective agents? Does “Britain intentionally 

sank the Belgrano” commit us to recognize the existence of a collective subject, namely, 

“Britain”? (Copp, 2006). In Kutz’s words, the problem it that of “bridging the gap between the 

statements true of the group and the statements true of its members” (Kutz, 2000, p. 2). The 

questions are framed as semantic, normative or linguistic problems, not empirical ones. The 

reasons for considering collective agents as agents (or not) are conceptual or logical in nature 

(e.g., see Ludwig, 2007a), and the argumentative strategies are thought experiments, counter-

examples and linguistic intuitions.  

 While we do not deny the importance of analysis, clarification and thought experiments, 

we believe that these methods should be complemented by a naturalistic investigation into the 

nature of agency. Too many philosophical disputes are not concerned with agents per se, but with 

the concept of agent as our intuitive psychology construes it and as our ordinary language depicts 

it. More problematically, the study of intuitive concepts is almost always itself an intuitive 
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inquiry: philosophers assume a priori what folk intuitions are and they assume, in a certain way, 

their validity (e.g., see Jackson, 1998, p. 37). We believe that the debate is currently stagnating, 

and that other considerations might foster a more thorough and empirically-sensitive approach to 

collective agency.  

 The main goal of this article is to shift the debate away from philosophical investigations 

of folk intuitions and toward a mechanistic account of collective and individual agency. 

Understanding agents, collective or individual, requires an understanding of the mechanisms that 

bring about and maintain agency. Many of the discussions about individuals and collectives take 

for granted that folk-psychological constructs such as beliefs and desires are appropriate 

explanatory concepts for framing the debate. We argue that these theoretical problems should be 

supplemented by a naturalistic point of view, and that epistemological and ontological concerns 

about agents cannot neglect empirical inputs from neuroscience, biology and psychology. We 

suggest that a mechanistic, multi-level approach to agency must replace intuitive concepts. 

Agency should be analyzed as the product of causal entities and processes. 

 We will proceed in the following manner. First we briefly review the 

individualist/collectivist debate (section 2). We then show that, regardless of their opposition, 

individualists and collectivists share the same theory of intentionality and the same theory of 

agency, based largely on folk-psychology. However, if folk-psychology is the warrant of agency 

attribution, it also warrants the attributions of agency to collectives (section 3). But folk-

psychology is not the end of the story: it is not, we argue, a satisfying account of agency, and 

attributing it should not be solely a matter of interpretation (section 4). Many theories of agency 

(and personhood, an important subgenus that we discuss) are too vague and imprecise, mainly 

because they neglect to specify mechanisms. If we understand agency as a variety of control 

mechanisms, then we may be able to identify the causal processes that make agency possible and 
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maintain it (section 5). Finally, we show that our mechanistic account of agency allows us to talk 

about collective agents non-metaphorically (section 6). Collective agents, we suggest, are 

legitimate constructs in social ontology, but their agency is special. Unlike individuals, they do 

not have a conscious first-person point of view, but they implement control mechanisms similar 

to ours. Therefore, like individualists, we recognize the ontological salience of our own agency, 

and like collectivists, we recognize the possibility of collective agents. However, we reject their 

shared folk-psychological assumptions about agency and favor a mechanistic account.  

2. Collectivism and individualism revisited 

 Individualists claim that social phenomena should be explained in terms of the purposive 

actions of individuals. The attribution of intentional states like beliefs or desires to collective 

subjects such as states, churches, or corporations has been consequently said to be exclusively 

metaphorical. When Weber (1968) introduced methodological individualism (MI), his aim was to 

criticize the use of holistic explanations in social science, such as those favored by Hegel or 

Durkheim. Readers of Weber, however, seldom notice that his plea in favor of individualism 

actually conflates two distinct claims. The first is the claim that only individual subjects are 

intentional agents. This claim is ontological in nature, and aims at undermining the scientific 

legitimacy of ascribing intentional states to collective agents such as states or corporations. In 

other words, Weber rejects the idea of a Hegelian Geist gaining self-consciousness through the 

development of history. Weber’s second claim is of an epistemological nature: good explanations 

in social science should be built on the meaning of individual actions and avoid system-wide 

explanations. Durkheim’s account of institutions, for instance, does not satisfy this criterion: to 

evoke the function of an institution does not explain its existence.  

 There is no question that these are two different claims: Hegel’s explanation implies the 

existence of group minds, while Durkheim’s theories were based on functional explanations. Yet 
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the debate on individualism in the Anglo-American world has focused on the second of Weber’s 

claims. The Hegelian Geist was already out of fashion when Friedrich Hayek and Karl Popper 

took positions in favor of MI in the forties. For Hayek, the objective was mainly to ground 

economics on sound anthropological foundations. A theory of individual rationality was needed 

to connect the abstract constructions of macroeconomics with the purposive actions of individual 

agents (Hayek, 1942). For Popper, on the other hand, MI served as the cornerstone of his political 

charge against historicism or against theories pretending that the history of mankind was 

determined by general and knowable laws beyond individual control (Popper, 1957). Hayek and 

Popper’s criticisms did not concern the idea of collective agency per se, but the more general idea 

of system-wide explanations in social science.  

 This orientation was reinforced in the debate that followed between 1950 and 1980. 

Authors like J.W.N. Watkins, Leon Goldstein, and Steven Lukes disagreed about the validity of 

MI as an epistemological principle, but they all refused a return to a hypostatized Hegelian Geist. 

Opponents and proponents of MI did not re-open the question of collective agency. Instead, they 

preferred such questions as: do good explanations in social science really need to determine the 

intentional states of individual agents? Or can the social sciences simply establish macro-level 

regularities?  

 The debate between Jon Elster and Gerald A. Cohen on the use of functional explanations 

in social science continued in the same vein (Cohen, 1982; Elster, 1982). The major contribution 

of Elster was to show how rational-choice theory could help explain the mechanisms underlying 

the reproduction of social institutions (Heath, 2005). The debate with Cohen helped to clarify the 

relationship between MI and functionalism, but did not lead to a reassessment of collective 

agency. Elster and Cohen agree with Weber that the attribution of beliefs and desires to collective 
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agents has to be understood as metaphoric, and that social science should refrain as much as 

possible from such attribution. 

 Collective agency was nonetheless not discarded everywhere in philosophy. In business 

ethics, for instance, many debates were stimulated by Peter French’s “The Corporation as a 

Moral Person” (see also Arnold, 2006; French, 1979). French argued that corporations have a 

moral and rational autonomy: organizational flowcharts and procedural rules define the functions 

of each component while corporate policies distinguish individual and collective actions (e.g. 

when an employee of GM buys the morning newspaper, it is not GM who buys it, except if there 

is an organizational rule that requires the employee to buy it). But the philosophical debate on the 

nature of collective agents really came back to life with the work of Margaret Gilbert (1989). 

She argued that groups were forming plural subjects whose intentions could not be reduced to a 

summation of individual intentions. Her argument contradicts Weber’s first claim, opening the 

way to the attribution of intentional states to collective agents. Approaching the question from 

philosophy of language, authors like Raimo Tuomela (1995), John Searle (1995) or John David 

Velleman (1997) argued in favor of the irreducibility of collective intentions (or “we-intention”). 

Pettit (2004) argues not only that groups can have intentions of their own, but also that these 

intentions may not be shared by any of their members. In the so-called “doctrinal paradox” or 

“discursive dilemma”, for instance, a group may reach a consensus and implement a decision to 

do X without any of its members actually having the intention to do X. According to Pettit, the 

need for a group to maintain a consistent course of action over time may force its 

members to “impose the discipline of reason at the collective level” (Pettit 2004, p. 175). 

McMahon criticized Pettit’s realist view on collective subjects and argued that collective 

intentional states can still be reduced to individual intentional states (McMahon, 2005). He 

proposes to reduce Pettit’s collective intentions to a derivate of individual intentional states 
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within his model of practical rationality. Indeed, Pettit shows that individuals have “good 

reasons” to collectivize reason, but these good reasons are of an individual nature. McMahon’s 

criticism is based on the assumption that the attribution of intentional states to individual agents 

is ontologically sound, while the attribution of intentional states to collective agents is 

rather odd and needs a strong justification. Proponents of collective intentions, surprisingly, seem 

to hold a closely related view. Pettit argues that collectivizing reason can make sense from the 

point of view of the individual.  

 Therefore, two different theories of agency and social ontology are opposed in this debate: 

agency collectivism and agency individualism. An agency collectivist believes that collectives, 

under certain conditions, can be construed as a single agent. An agency individualist believes that 

no group or organization, under any condition, can be construed as a single agent; only 

individuals are agents. It seems that the debate did not progress much in the last hundred years: 

collectivists argue that the intentional idiom applies to collectives, while individualists reply that 

this is mere metaphor; collectivists reply that it is a useful metaphor, individualists point out that 

it is useless until one identifies the individual intentional states producing the collective 

phenomena, etc.  

This situation should motivate philosophers to move the discussion in an empirical 

direction. Since most discussions about social ontology deal with (philosophical) intuitions about 

(folk-psychological) intuitions, we will analyze how philosophers understand folk-psychology in 

particular (section 3) and then explain how adopting a mechanistic approach to agency helps to 

move beyond folk-psychology in general (section 4).  

3. Beyond intuitions about intuitions 

 Although much of the discussion in social philosophy concerns the differences between 

individualism and collectivism, we would like to highlight here their similarity. Collectivist and 
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individualists agree that an agent is endowed with a belief-desire psychology and that its behavior 

can be adequately predicted, explained or described by the folk-psychological framework 

(Bardsley, 2007). Genuine intentional agents represent the world according to their beliefs, and 

act upon their desires. Collectivists and individualists do not quarrel with this characterization of 

agency; they disagree only as to what kind of entity might be endowed with a belief-desire 

psychology. Individualists argue that a proposition such as “X believes that P” or “X did B 

intentionally” cannot be attributed literally to collectives. In doing so, we are in fact making an 

error: agency collectivism stems from paying attention to the wrong individuals or being 

confused about the commitments of the individuals (Ludwig, 2007b). Collectivists, on the other 

hand, argue that a literal attribution is justified (on certain conditions). Hence Copp (2006) 

grounds his claim about collective agents on what he calls the “intuitive argument” and the 

“normative autonomy of collectives”. We construe intuitively and literally a collective action the 

same way we construe an individual action. We have, according to Copp, the same understanding 

of “Microsoft buys X” and “Bill Gates buys a coffee”. As argued by Pettit (2007), collectives 

have a psychological autonomy, but also a normative autonomy: in certain cases, moral or 

rational fault cannot be assigned to any specific individual and therefore collectives are the bearer 

of moral or rational autonomy. When the collective can be blamed and praised for an action, and 

when these judgments cannot be reduced to judgments about individuals, then the author of the 

action is the collective.  

 Individualists thus reserve the term “agents” for individual agents, because only they can 

be said to act intentionally. For instance, in a classic business ethics essay, Donaldson criticized 

the idea of a “corporate person”:  
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“Flesh and blood people clearly perform [intentional actions] when they act on the basis 

of their beliefs and desires, yet corporations do not appear to have beliefs, desires, 

thoughts, or reasons” (Donaldson, 1982, p. 21) 

That is what one might call the “ontological salience” of individual agency: conscious human 

adults appear to us as prime candidates for attributions of agency and intentional states. Our 

understanding of agency depends, however, on what one means by having beliefs, desires, and so 

on: is it like holding something in the mind (e.g., Fodor, 1981) or being consistently interpreted 

from a particular point of view (e.g., Davidson, 1984; Dennett, 1987)? Participant in the debate 

usually do not adopt a realist conception of intentionality, but an interpretive conception. For 

instance, James Coleman (1986, p. 1312), a proponent of individualism, argues that the 

purposiveness of agents is a sound postulate in social science, although it may not be satisfying 

from a cognitive or psychological point of view. Therefore, X is an agent if and only if X can be 

interpreted as an agent whose actions are caused or justified by beliefs and desire.  

 Consequently, in order to be an agent, all that is required is to be “a system whose 

behavior is reliably and voluminously predictable via the intentional strategy” (Dennett, 1987). 

As Austen Clark argued, if one accepts a general functionalist-interpretivist picture of 

intentionality à la Dennett, there is no reason to deny agency to corporate entities like nations or 

firms, since being an agent is already a matter of being a corporate entity (Clark, 1994). Saying 

that a student is worried about her future is not different than saying that China is worried about 

its future: what makes an agent an agent is not some of its material properties, but the fact that 

their behavior can be predicted or explained from the intentional stance. And we can predict and 

explain the behavior of individuals and collectives from this stance. We can make sound 

predictions and explanations of the Chinese government’s behavior if we treat it as an agent that 

has beliefs, desires, etc.  
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Consequently, individualists and collectivists (1) share the same theory of intentionality 

—having intentional states such as beliefs, desires and so on—and (2) share the same theory of 

agency: having intentional states such as beliefs, desires and so on implies being successfully 

describable, predictable and explainable from the intentional stance. In other words, 

individualists and collectivists adopt (1) a folk-psychological theory of intentionality and (2) an 

interpretive account of agency attribution.  

 Until recently, nobody took the time to investigate non-intuitively the intuitive theory of 

mind. Luckily, social psychologists and experimental philosophers are now beginning to make 

explicit the structure of folk-psychology as we use it. In a series of studies, Malle and Knobe 

showed that almost everybody agrees about whether a given action is intentional or not. 

Moreover, subjects rely consistently on causes to explain non-intentional actions and reasons to 

explain intentional ones (Knobe, 2006; Malle, 2001, 2007; Malle and Knobe, 1997). About 70% 

of intentional actions are explained by primary reasons: beliefs, desires and also valuings (e.g. 

“she came home late because she liked the show”). Our folk-psychology may be richer than the 

philosopher’s traditional belief-desire account (see essays in Hutto and Ratcliffe, 2007). 

Philosophers of mind now acknowledge that “not all predictions or explanations rely on the 

attribution of mental states, and not all intentional actions are explained by mental states” 

(Andrews, forthcoming). Traits of character (“he is an aggressive person”) and causal histories of 

reasons (“she comes from an egalitarian culture”), for instance, figure routinely in action 

explanation.  

 The experimental approach of folk intuitions also suggests that intentionality attribution 

might be two-dimensional. In traditional accounts, intentionality attribution is thought of as one-

dimensional, i.e., either discrete—like the Turing test: something is or is not an intentional 

agent—or continuous—like Dennett’s “kinds of mind”: there is no crisp delimitation between 
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intentional and non-intentional systems. Gray et al. (2007) conducted a series of experiments that 

challenged the one-dimensional account. Subjects answered a web survey about pairwise 

comparison on a five-point scale of different human and non-human characters on many mental 

capacities. For instance they had to decide who, between a baby and a chimpanzee, could feel 

more pain. The experimenters then identified the factors able to account for the results. The 

statistical analysis (a principal component factor analysis) revealed that the similarity space of the 

“agent” concept is made of an Agency dimension (self-control, planning, communication, etc.) 

and an Experience dimension (pain, pleasure, consciousness, etc.). Babies, dogs and chimpanzees 

score high in Experience, but low in Agency; adult humans score high on both dimensions, while 

God scores high in Agency only. So, according to Gray et al., attributing intentionality to X 

involves representing X in a two-dimensional space (see Fig 1). 

 

INSERT FIGURE ONE ABOUT HERE 

 

 In a new version of their survey, they introduced a collective: the Google Company. 

Preliminary data suggest that Google is perceived as high on Agency and low on Experience 

(Gray, personal communication). Similarly, a study by Knobe and Prinz also indicate that 

subjects are ready to ascribe the functional component of emotional states to corporations, but not 

the phenomenal component (Knobe and Prinz, forthcoming). Hence, subjects are ready to 

recognize that “Acme Corp. is upset about the court's recent ruling”, but not that “Acme Corp. is 

feeling upset”. Another study by Arico et al. (2006) also indicates that a sentence like “Some 

corporations want lower taxes” were rated 6.2/7 on a scale from 1 (‘figurative’) to 7 (‘literal’).  

 In sum, if we appeal to folk-psychological intuitions about the use of agency concept, 

there is no reason why a collective could not be construed as an agent of a special kind: an agent 
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without phenomenal consciousness, somewhere (in Fig. 1) between a robot and God—most 

likely closer to the former. If folk-psychology warrants agency attribution, then it warrants the 

attributions of agency to collectives. To say that “corporation X did A because it wanted D” does 

not go against the conventional rules of the intentionality language-game. However, folk 

intuitions are not enough to justify agency attributions. It might be the case that these intuitions 

are cultural variations, and that Easterners and Westerners differ as to whether a group is an 

agent: other experiments showed important variations in perception, judgment and categorization 

between both populations (Nisbett et al., 2001). Compared to English-speaking cultures, East 

Asian cultures are more prone to ascribe an equivalent level of agency to individuals and 

collectives such as family, friendship group, and society, although they do not tend to ascribe 

unchangeable properties to them (Kashima et al., 2005). Thus, while the ontological salience of 

individuals seems universal, the possibility of collective agents is culturally variable. However, 

we would like to suggest that the debate about collective agents and social ontology should move 

beyond intuitions and learn from biology, psychology, neurology and other sciences.  

4. Beyond intuitions 

In the last section, we showed that collectivists and individualists advocate (1) a folk-

psychological theory of intentionality and (2) an interpretive account of agency attribution. 

Agency attribution, in both cases, is a question of appropriately applying the intentional idiom 

(the meaning of “appropriately” being the main object of contention). In this section, we want to 

suggest another avenue. Like collectivists and individualists, we recognize that using folk-

psychology (i.e., talking about beliefs, desires, etc.) is the mark of a particular type of agency 

(personhood), but argue that (1*) the folk-psychological theory of intentionality is not a 

satisfying account of personhood and (2*) attribution of personhood should not be a matter of 

interpretation.  
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Let’s first make a minimal distinction between agents and persons, since agency is a 

rather large concept. Not all agents are persons, but all persons are agents. Theories of 

personhood attempt to characterize what kinds of agents persons are by specifying the features 

that single them out. A person is, minimally, an agent endowed with an identity: it is able to 

represent itself in an environment (differentiating between self and non-self), in a social 

environment (differentiating between self and others) and in a biography (differentiating between 

present self and past self). Again, many theories of personhood take an interpretive approach. For 

instance, Dennett argue that “[w]hether something counts as a person depends in some way on an 

attitude taken toward it, a stance adopted with respect to it (Dennett, 1978, p. 270). So a person 

is a personal stance truthmaker: those things that make a sentence like “Paul was irritated by 

Bea’s remarks” true. The distinction between person individualists and person collectivists is 

thus a contention about the extension of the category personal stance truthmaker. The strategy 

that fixes the extension of that category, in both cases, is not to argue whether personhood 

mechanisms are instantiated only in individual agents (as individualists could) or in both 

individual and collective agents (as collectivist could). The strategy of both parties rather consists 

in arguing over the intuitive plausibility of intention attribution. Individualists doubt, while 

collectivists argue, that “X does A” applies correctly to collectives. Their justification is primarily 

semantic: the former find confusion (or build counter-examples that lead to confusion) in 

collective intention attributions, while the latter highlight cases where these attributions could not 

be reduced to individual attributions.  

Hence the ultimate arbiter in this debate is, to use the terms employed in the debate on 

animal rationality, a set of interpretation facts rather than wiring-and-connection facts (Godfrey-

Smith, 2003; Hurley, 2003). The former are facts about our ordinary interpretation practices, 

while the latter are facts about the internal organization of complex agents (wiring facts) and how 
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this organization related to the external world (connection facts). As we showed, the 

individualist/collectivist debate concerns legitimate, sound, correct, justified, etc., interpretation 

practices. Although questions of interpretation are important and deserve philosophical attention, 

we think that wiring-and-connection facts also deserve some. The wirings and connections of 

agency could shed light on the debate or at least direct it toward a less intuitive approach. In the 

remaining of this section, we would like to argue against the “interpretative” approach of agency 

and to identify its problems. 

 When we explain or predict actions, our intuitive psychology leads us to describe action 

as the product of intentional states. But that we are able to use the intentional idiom regularly or 

successfully does not entail that it picks out the real causes of action. Psychological studies of 

introspection and verbal reports suggest a dissociation between the mental processes that lead to 

actions and those by which we explain them. Since Nisbett and Wilson’s (1977) seminal study, 

research in psychology has shown that the very act of explaining the intentional causes of our 

actions is a reconstructive one that might be faulty and biased. Subjects give numerous reasons as 

to why they prefer one pair of socks to another, but they all prefer the last one on the right. The 

real explanation of their preferences is a position effect, or right-hand bias. For some reason, 

subjects pick the right-hand pair and, post hoc, generate an explanation for this preference. Split-

brain patients reveal how narration is a reconstructive process: these patients may read an 

instruction (such as ‘Walk!’) presented in their left visual field, act upon it and confabulate an 

explanation after the fact. A patient of Gazzaniga (1998) justified his walking across the room by 

saying ‘I want to get a coke from the fridge’. His left hemisphere (producing speech) did not 

interact with his right hemisphere (who processes information coming from his left visual field) 

and consequently he produced a sound explanation for his own behavior. The reconstructive 

character of introspection is also supported by experiments where the experimenters induced 
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subjects to believe they made a choice. The subjects then imagined an explanation for their 

‘choice’. Johansson and his collaborators (2005) labeled this phenomenon ‘choice blindness’. 

Given two pictures of young women, they asked male students to choose which one they would 

like to date. With a little trick, the experimenters switched pictures (without the subjects noticing 

it) and ask the subjects to explain why they choose this woman. They all had good reasons to 

explain a choice they never made. The same effect has been observed also when subjects tasted 

samples of Pepsi and Coke with and without the brand’s label. Without labels, subjects preferred 

Pepsi. When drinks were labeled, subjects reported a preference for Coke’s taste, and 

neuroimaging studies mirrored this brand effect (McClure et al. 2004). Subjects can motivate 

their preferences for one beverage over another with diverse arguments, but the real determinant 

of their preference— unbeknownst to them — is the brand’s label. The conscious narratives we 

produce when rationalizing our actions may not be “direct pipeline[s] to nonconscious mental 

processes” (Wilson and Dunn 2004) but approximate reconstructions. Only when our thoughts 

occur before the action, when they are consistent with the action and appear as the only cause of 

the action, do we infer that these thoughts are the causes of the actions and rule out other internal 

or external causes (Wegner, 2002). Interpretation is thus intuitive and low-fidelity. 

Therefore, we argue, rationalizing an action is not equivalent to identifying its causes. Of 

course, it makes the action intelligible, but not in the same sense that identifying the structure of 

the DNA helped to explain reproduction and development. Thus, we do not dispute that persons 

do employ the folk concept of intentionality in social environments; not only do we interpret 

others through folk-psychological lenses, but we also interpret ourselves through these. Our folk-

psychological talk is always an interpretation scheme. We simply do not see why it should be a 

scientifically satisfying theory of mind and action. It might be a useful conceptual scheme for 

“fast and frugal” explanations, but this does not make folk-psychological constructs suitable for 
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scientific explanation. Folk-psychology is unquestionably a symptom of personhood and, a 

fortiori, of agency, but explaining personhood through folk-psychological constructs involves a 

superficial explanation: it does not identify causes or mechanisms. In the same vein, folk-biology 

can be a useful framework in everyday categorization, but the nature of the biological world is 

explained by making explicit the mechanism of natural selection, reproduction, cellular growth, 

etc. Explaining agency requires spelling out the mechanisms that make these phenomena possible 

(see Hardy-Vallée, forthcoming).   

5. Agency and personhood as control 
 
 We emphasized in the last section the distinction between interpretation and wiring-and-

connection facts. Interpretation facts are informative about our interpretation practices; they thus 

contribute, to a certain extent, to the explanation of certain features of agents. But besides that, 

most of what we know about agents does not come from theses facts, but rather from wiring and 

connection facts: any cognitive psychology textbook will primarily identify procedures, modules, 

algorithms and other processes as the causes of actions. Thus, before arguing whether collectives 

can be considered as agents, we should clarify how anything can be an agent by specifying some 

wiring-and-connection facts.  

 As many philosophers of science suggest, a genuine explanation is mechanistic: it consists 

in breaking a system into entities and activities, and explaining how these entities and activities—

others use the term “parts and operations” —cause the system to behave the way it does (Bechtel 

and Abrahamsen, 2005; Machamer et al., 2000). A mechanism is “a structure performing a 

function in virtue of its component parts, component operations, and their organization” (Bechtel 

and Abrahamsen, 2005, p. 423). Mechanisms are described by their initial, intermediary and final 

conditions. Initial conditions specify the parameters that make the unfolding of the operations 

possible; intermediary conditions are causal chains (cycles, branchings, networks); and final 
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conditions are the states reached by the mechanism (production, elimination, equilibrium). A 

mechanistic explanation of a phenomenon is therefore a specification of how the components of 

the system produce the phenomenon: it reconstructs the pattern of causal interactions that leads to 

certain results that need to be explained. For instance, explaining how the pancreas regulates 

blood glucose levels involves explaining how alpha cells of the islets of Langerhans lower blood 

sugar by producing insulin while the beta cells raise blood sugar by producing glucagons. The 

production of these hormones can also be subject to a mechanistic explanation.  

 Collectivist and individualist accounts of agency, grounded in folk-psychology, are not 

mechanistic in essence. They suggest that beliefs and desires cause actions, but these causal 

relations are not mapped onto material structure such as neuronal circuits. Beliefs and desires can 

apparently explain actions, but they do not posit entities that can enter the “causal nexus” 

(Salmon, 1984). If, however, explaining X means showing what parts and operations produce X, 

an agent should therefore be construed as something that implements a certain type of 

mechanisms. These mechanisms, we suggest, are control mechanisms.  

 A control mechanism is any mechanism that adjusts the variables of a dynamical system 

by mapping inputs to output (Leigh, 2004). Defining agency, in this perspective, involves 

specifying which control schemes describe agents appropriately. In Artificial Intelligence and 

philosophy of information, systems that qualify as agents are pro-active (take the initiative of 

performing a task when necessary), autonomous (modify their operations without external 

interventions) and reactive (interact with their environment) (Floridi, 1999; Weiss, 1999). Hence 

a mechanistic account of agency is a description of the parts and operations of agents that make 

them behave as such. For instance, Mataric’s robots learn to forage their environment efficiently 

by adjusting different modules, such as avoidance, safe-wandering, following, aggregation, 

dispersion, and homing (Mataric, 1995). Robots start by dispersing. Once they obtain food, they 
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return to their initial location (homing). If they encounter another robot, they can be informed 

(through radio signals) whether the other agent also carries food. They can then follow it, and 

eventually forage as a flock if enough robots find food in the same area. Thus individual and 

group foraging emerges out of the coordination between building blocks (avoiding, following, 

etc.). Explaining their behavior is possible because we can recursively decompose their behavior 

into entities and activities: foraging behavior is produced by the joint activity of modules; 

modules are produced by subroutines, subroutines by elementary operations, etc. Explaining 

agency amounts to understand the parts and operations that produce it.  

When philosophers think of persons, they usually have in mind something that goes well 

beyond this simple mechanistic model. They usually consider that agents have: 

(1) the folk-psychological interpretative faculties described earlier and, consequently, the 

ability to take part in the game of giving and asking for reasons (Brandom, 1994), 

(2) an autobiographic memory out of which they can construct a personal identity 

(Ricoeur, 1992), 

(3) a representation of their place in the environment, thanks to which they can build their 

identity dialogically in taking into consideration the point of view of others (Taylor, 

1992). 

It should be noted that philosophical accounts of agency (individualist and collectivist) have been 

disproportionately interested in these properties, equating agents with persons. From a 

mechanistic point of view, however, persons are rather a subset of agents, endowed with specific 

control mechanisms. Although they invest much time in debating the difference between 

collective and individual persons, philosophers rarely inquire into their empirical constitution, 

although this is unavoidable from a mechanistic point of view. Once again cognitive 

neurosciences offer the most promising research avenue. 
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At the psychological level, a good starting point is to notice that the usual properties of 

persons are closely related to one another. This is not accidental. 1) To enter the game of giving 

and asking for reasons—to take up the folk-psychological interpretative stance— agents have to 

achieve what Brandom (1994) calls “deontic scorekeeping”, that is, they have to memorize in one 

way or another individual commitments and entitlements and how they evolve in time. 2) To do 

this, they must not only remember how things are (semantic memory), but also how people 

(themselves and others) relate to things (episodic or autobiographic memory) (Tulving, 2002). 3) 

To encode such information, they need to get a stable representation of the point of view of 

others, as well as of their own, on things. First of all they need to understand that these points of 

view can diverge from one another and conflict with how things really are.  

 This requires what psychologists call “Theory of Mind,” or the understanding that people 

have their own point of view on the world. Our folk-psychological intuitions are mostly what 

they are because we have this ability which, in turn, is based on the operations of control 

mechanisms that cognitive neuroscience can identify. The understanding of intentional action in 

self and others appears early in development (9-12 months), but it is only around the age of four 

or five that children get a stable representation of the fact that others can have false beliefs about 

the world. In the classical Theory of Mind task, for instance, children of a certain age suddenly 

become capable of ascribing a false belief to a puppet about a toy’s hiding place (Wimmer and 

Perner, 1983). 

 The inability of younger children to hold in mind diverging and conflicting points of view 

on the world explains why they cannot lie convincingly and why it is often pointless to get into 

arguments with them. More interestingly, it explains why we usually have no memories of the 4 

or 5 first years of our life. “Childhood amnesia”, as Freud (1966) calls this phenomenon, can be 

explained by the fact that younger preschoolers are unable to encode memories in the same way 
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as older preschoolers, who have developed a full-fledged Theory of Mind (Perner and Ruffman, 

1995). The capacity to hold in mind different perspectives on events allows children to encode 

events as they take place within personal biographies. 

 In sum, the same cognitive mechanisms apparently underlie our sophisticated folk-

psychological intuitions and our autobiographic memory. But what are they? Representing the 

conflicting points of view on the world depends on the joint work of many cognitive functions 

widely distributed across the brain. It builds on primitive cognitive and decision-

making mechanisms, but develops along with higher-level cognitive control. The executive 

functions of the brain, for instance, mainly located in the prefrontal dorsolateral cortex, are 

strongly solicited in Theory of Mind tasks for maintaining attention on the object and inhibiting 

prepotent, though irrelevant, answers (Carlson et al., 2002, Stone and Gerrans, 2006). The 

regions of the parietal cortex integrating sensory information are also strongly activated. More 

specifically, the temporo-parietal junction has been shown to be specifically involved in 

representing conflicting perspectives on objects during Theory of Mind tasks (Saxe and 

Kanwisher, 2003). 

 Preschoolers still have a long road to travel before they develop a mature and stable social 

identity and personality. But they can do this thanks to specific cognitive mechanisms, some of 

which are common across the animal kingdom, while others are specific to humans.  

 

INSERT FIGURE TWO ABOUT HERE 

 

Thus, to make a schematic representation, agents and persons can be construed as control 

systems. They use many mechanisms both to make decisions and to act upon them. Persons, in 

contrast with mere agents, are endowed with mechanisms that allow them to function as belief-
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desire attributors, but it does not follow that they are belief-desire cognizers. Hence they 

attribute beliefs-desire, talk about them, justify their actions in terms of beliefs-desire, but their 

mechanisms of action and interpretation are not belief-desire manipulation (like propositional 

inferences in a “language of thought”). Note that our position accommodates both the fact that 

agents use folk-psychology and our contention that folk-psychology is not a satisfying theory of 

cognitive processes.  

 Personhood, in a mechanistic perspective, is therefore the joint product of perception, 

action, executive functions, biographical memory, social cognition, and folk-psychological 

interpretative faculties. Consequently, asking whether collectives can be persons is equivalent to 

asking if they can be mereologically decomposed into causal entities and activities such as those 

listed here. In the following section, we will argue that, under certain conditions, collectives are 

persons of a certain kind: they embody the main functional characteristics of persons but lack the 

first-person conscious experience typically found in them.  

6. Collective agents and collective persons: a mechanistic account 

Philip Pettit (2004), one of the most enthusiastic proponents of the irreducibility of group 

minds, argues that collective agents, in opposition to individuals, lack the faculty of memory and 

perception. This claim is based on the intuitive idea that perception and memory are things that 

we are consciously aware of. But is this really the case? A phenomenon like blindsight (the 

ability to process visual stimuli without any conscious experience of it) shows that perception and 

conscious awareness can be separated, at least conceptually. A lot of perception is available to 

consciousness, but the concept of perception goes much beyond conscious awareness and 

includes all mechanisms that process information from the environment. 

The same thing can be said of memory: remembering can include consciously vivid and 

rich experience, but it is not always the case. We are not conscious, for instance, of all the motor 
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patterns that are stored in our long-term memory. Moreover, we are often surprised by all the 

information that we have about certain things and disappointed by the information that we lack 

about others. Here again, to understand how memory functions, we have to go beyond conscious 

awareness and understand memory as an embodied system that ensures the successful storage and 

retrieval of information.  

 Contra Pettit (2004), we would like to suggest that remembering and perceiving are not 

only possible for collective agents, but necessary. At the most basic level, collective perception 

and memory can imply no more than the capacity and willingness of individual agents to share 

attention on an object. This ability does not depend in any way on propositional knowledge or 

folk-psychological interpretation (Rakoczy and Tomasello, 2007). In the case of complex 

collective action, further mechanisms have to be implemented in order to process, store and 

retrieve information. It can go from specific motor responses to semantic and syntactic 

conventions. It can include norms that will be implemented through socialization, by attaching 

positive sanctions to actions that support cooperation and negative sanctions to actions that go 

against it.  

 In large organizations, a division of labor might emerge to manage the subtasks 

underlying information processing. The modern state is probably the most sophisticated instance 

of this. In a sense, intelligence agencies do function as the eyes and the ears of the state. Quite 

obviously, the state does not know how it feels to see saboteurs or counterrevolutionaries in 

action, but it is conceptually and ontologically sound to say that it can perceive them. 

All complex organizations develop along functional lines that map human cognition: 

perception, memory, action, executive functions, etc. In the traditional organicist view of the 

state, for instance, the King or the government is universally represented as the head. This is not 

accidental. It could not be equivalently pictured as, say, the liver. The fact is that the executive 
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functions of the state are localized in the government, just like those of individuals are localized 

in the head. Think of one ability on which behavioral flexibility relies: working memory, that is, 

the capacity to hold in attention selective pieces of memory. In individual agents, working 

memory is realized thanks to the integrated functioning of many areas of the brain, including the 

prefrontal cortex (maintaining the attention) and the parietal cortex (integrating sensory 

information). In the state, the task is realized thanks to the same brain areas of a number of 

individuals at the top of the hierarchy, but also thanks to institutionalized mechanisms that ensure 

the successful retrieval of information (e.g. the writing of briefing notes, access to archives, 

appeal to experts, etc.). To say that the government is the "head" of the state (or its "prefrontal 

cortex") is certainly a metaphor, but to say that it provides the state with working memory and 

selective attention is not. 

In his functionalist account of modern society, Talcott Parsons (1951) associates the 

function of goal-attainment with the political subsystem and that of integration to the legal one. 

Indeed, just like any agent, the state must have the capacity not only to maintain goals in 

attention, but also to keep a consistent course of action in the face of competing motivations 

(inhibitory control). While individual agents rely on the inhibitory function of the dorsolateral 

prefrontal cortex to stick to abstract goals and resist the temptation of following temporarily more 

attractive ones, collective agents rely both on individuals’ self-control abilities and on institutions 

to structure motivations (Heath, forthcoming). In small-scale societies, informal sanctions and 

individuals' natural memory are usually sufficient to secure a consistent collective course of 

action (Dubreuil, forthcoming). In large-scale societies, on the other hand, the state creates formal 

sanctions and complex legal apparatuses to structure motivations. 

In sum, there is no problem in interpreting collectives as having beliefs and desires, or 

even in saying that collectives interpret themselves and others on the basis of folk-psychological 
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constructs, because collectives can implement the same mechanisms that transform individual 

agents into persons. This does not imply, however, that collectives are the kind of agents with 

conscious awareness. 

Conclusion 

 The debate on the nature of collective agency has been at the center of the philosophy of 

the social science for the last century. In the last decades, philosophy of language has been the 

dominant approach to a debate that has often been reduced to the question of the legitimacy of 

interpreting collectives on the basis of belief-desire psychology. Individualists, on the one hand, 

argue that ascribing intentional states to collectives can be nothing but a metaphor, while 

collectivists contend that collective intentions are not reducible to individual ones. This article is 

an attempt to move beyond what appears to us as a stagnating debate. The first problem is that 

individualists and collectivists have both constructed their positions on philosophical intuitions 

about folk-psychology. Agency has been disproportionately understood as a one-dimensional 

issue, with agents, in opposition to non-agents, defined essentially as beings interpretable in folk-

psychological terms. But folk-psychological intuitions are at least two-dimensional, with people 

discerning the intentional states that refer to agency from those that refer to conscious experience. 

The second problem is that a sound theory of agency should not be limited to the (even scientific) 

study of folk-psychological constructs, but should seek to define what agents really are. We 

argued that the proper way to do this is to adopt a mechanistic approach to agency, that is, to 

identify the entities and activities that enter in the causal nexus to produce behavior. If one thing 

is clear from cognitive neurosciences, it is that there is no direct pipeline between our folk-

psychological narratives and the entities and activities that cause behavior. 

 This is not to say that folk-psychology is useless or epiphenomenal. The point of view 

defended here should not be interpreted as an updated eliminativist account of agency. We rather 
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argued that folk-psychological constructs are essential to one particularly complex subgenus of 

agents: persons. Thanks to their folk-psychological interpretive capacity, persons can build an 

autobiographic memory, conceive of themselves as embedded in a social environment, and take 

up a place in the game of giving and asking for reasons. Babies and apes can not do this, but 

healthy adults usually do. Here again, however, the folk-psychological interpretive capacity of 

persons is the outcome of the integrated functioning of many cognitive mechanisms that go from 

perception and memory to executive functions and social cognition. It is not accidental that 

collective persons are built along the same functional lines as individual persons: it is the only 

way to organize complex collective action and the basis of the very biological nature of human 

cognition. This does not mean that collectives and individuals should be equated with one another 

at the conceptual level, but it does help explain why we attribute so naturally some intentional 

states to collectives while refraining from attributing others, especially those that refer more 

explicitly to conscious experience. 
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Fig. 1, from Gray et al.(2007) 
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Fig. 2 Agents and persons 


